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Executive Summary
This document covers the early prototype of the semantic search functionality. After a short revision of
technologies and semantic search in general, we will present the initial version of the key components and
also outline their interplay. We pay particular attention to the cross-lingual aspect by designing the core
components in a way that makes them adaptable to multiple languages. The system components that are
introduced in this deliverable are: language-specific autocompletion as well as language-specific entity
summarization. Two (English-language) showcases demonstrate the applicability of the computed rankings
and the system components.
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Introduction

The efficient search within media items is crucial for the xLiMe use cases. As such, we build an
infrastructure that enables us to annotate, store, index, and retrieve media items such as social media
posts, television, and news articles in different languages. In the xLiMe project, annotations are of semantic
nature (cf. WP3). This means that we need special infrastructure and data models for storage of annotated
media items. In WP1 and WP6 these demands are addressed.
This deliverable addresses the early prototype for the efficient retrieval of media items with semantic
methods. In the beginning, we revise technologies that are necessary to understand the processes and the
goals of this task. Further, we provide six PageRank ranking computations for the DBpedia dataset. These
rankings are each specific to one particular language. We address the cross-lingual aspect by producing
components that can each be deployed with a specific language. The language adaption will produce
different outputs for different languages.
The core components of this deliverable include Language-Specific Entity Rankings and the system
components that rely on them: a language-specific DBpedia Autocomplete function and a language-specific
DBpedia Entity Summarization Service.
We showcase each the system component with an English language deployment.

Page 8 of (22)
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Background: Semantic Technologies and Search

In this chapter we will briefly introduce the technologies that are in use for the xLiMe Semantic Search
prototype and how they relate to the project in general. On the backend side, semantic search is focused
on named entities rather than syntactic “bags of words”. In the following, we will explain key technologies
and principles that enable to understand the xLiMe Semantic Search prototype.

2.1

RDF, SPARQL, and Linked Data

The Resource Description Framework (RDF)1 enables to describe data items in a graph-structured manner.
Its key elements are resources, predicates, and literals. Resources and predicates are commonly identified
by URIs. Literals can represent different primitive data types such as strings, numbers or dates. With these
ingredients, RDF forms triples of the form <subject> <predicate> <object>. Resources can occur multiple
times in different triples, in both, the subject and the object role. Literals can occur multiple times in
different triples in the object role. As such, the combination of triples forms a directed labelled graph. A
combined example of such a graph formed out of different triples is given in Listing 1 and Figure 1
respectively.
Listing 1: Example RDF graph in Notation3 (N3)2 syntax.
@prefix rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> .
@prefix xsd: <http://www.w3.org/2001/XMLSchema#> .
<http://example.com/bob> <http://example.com/vocab/hobby>
<http://example.com/bobsleigh> ;
<http://example.com/vocab/name> "Bob Rider" ;
<http://example.com/vocab/birth_date> "1960-05-04"^^xsd:date .
<http://example.com/bobsleigh> rdf:type <http://example.com/vocab/Sport> .

"1960-05-04"^^xsd:date

"Bob Rider"
<http://example.com/vocab/
Sport>

<http://example.com/vocab/birth_date>
<http://example.com/vocab/name>
<http://www.w3.org/1999/02/22-rdf-syntax-ns#type>

<http://example.com/bob>

<http://example.com/bobsleigh>

<http://example.com/vocab/hobby>

Figure 1: Example visualization of the RDF graph of Listing 1.

Specific graph databases - commonly called “triple stores” - enable the efficient storage and querying of
stored graphs.

1

http://www.w3.org/TR/rdf11-concepts/ (access date: 22.10.2014)
http://www.w3.org/TeamSubmission/n3/ (access date: 22.10.2014)
© xLiMe consortium 2013 - 2016
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In order to query such graphs, the SAPRQL3 query language was developed. In its current version (SPARQL
1.1), the language provides a number of different query types via graph patterns as well as different forms
of aggregation. An example of a basic query and its result is given in Listing 2 and Listing 3 respectively.

Listing 2: Example SPARQL query.
SELECT * WHERE {
?s <http://www.w3.org/1999/02/22-rdf-syntax-ns#type>
<http://dbpedia.org/ontology/SoccerPlayer> .
?s <http://dbpedia.org/ontology/birthPlace>
<http://dbpedia.org/resource/Karlsruhe> .
} LIMIT 5

Listing 3: Example SPARQL result set (for the query of Listing 2) in N3.
@prefix res: <http://www.w3.org/2005/sparql-results#> .
@prefix rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> .
@prefix dbpedia: <http://dbpedia.org/resource/> .
_:_ a res:ResultSet .
_:_ res:resultVariable "s" .
_:_ res:solution [
res:binding [ res:variable "s" ; res:value
dbpedia:Daniel_Williams_(footballer) ] ] .
_:_ res:solution [
res:binding [ res:variable "s" ; res:value
dbpedia:Sebastian_Freis ] ] .
_:_ res:solution [
res:binding [ res:variable "s" ; res:value
dbpedia:Sead_Kola%C5%A1inac ] ] .
_:_ res:solution [
res:binding [ res:variable "s" ; res:value
dbpedia:Kurt_Ehrmann ] ] .
_:_ res:solution [
res:binding [ res:variable "s" ; res:value
dbpedia:Mathias_Moritz ] ] .

The SPARQL query language is currently supported by a number of triple stores such as Virtuoso, GraphDB,
4store, Sesame, or CumulusRDF.
Linked Data (LD) is the vision on publishing RDF data online while the link structure enables seamless
browsing. In this case the graph is naturally formed by the Web. For this, four LD key principles were
defined by Tim Berners-Lee in 2006 [1]. The principles are:
1. Use URIs as names for things
2. Use HTTP URIs so that people can look up those names.
3. When someone looks up a URI, provide useful information, using the standards (RDF*, SPARQL)
4. Include links to other URIs so that they can discover more things.

(Source[1])

In the xLiMe project, we combine data sources that publish data openly in accordance to these principles
(Linked Open Data - LOD) with data sources from our use case partners. In order combine the xLiMe data
sources with LOD, we employ the xLiMe Data Model (cf. D1.1). The following section will give insights on
the open knowledge sources that we primarily target in the semantic search prototype.
3

http://www.w3.org/TR/sparql11-query/ (access date: 22.10.2014)
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Encyclopaedic Knowledge Bases

For xLiMe we consider three different encyclopaedic knowledge bases: DBpedia, Wikidata, and Freebase.
Currently, DBpedia4 is one of the most established encyclopaedic knowledge bases and provides data
graphs that are (semi-) automatically extracted from different language versions of Wikipedia. In its 2014
version, DBpedia provides a data graph for 125 languages [2]. DBpedia also contains links to the Freebase5
and Wikidata knowledge bases.
Freebase was originally created by Metaweb Technologies which was acquired by Google in 2010. The
original Freebase Web site (see http://freebase.com) is since then continued by Google. In contrast to
Wikipedia, Freebase data is directly added by users to the knowledge graph. While this demands for
additional man power the data quality is generally higher. In the xLiMe project we are able to use Freebase
identifiers instead of DBpedia identifiers as the two knowledge sources are linked to each other.
A similar approach like in Freebase is followed by Wikidata6, a project of Wikimedia Germany: also in
Wikidata, factual knowledge is specifically added by users. Wikidata benefits from the large pool of users
from Wikipedia and is growing constantly [3]. Wikidata is also linked to Freebase and DBpedia respectively.

2.3

Semantic Annotation

The field of semantic annotation had a strong boost in recent years. For many entities, additional
background knowledge exists in (encyclopaedic) knowledge bases (see Section 2.2). A key idea is to
leverage this background knowledge for the further processing and organization of text documents after
the contained named entities have been recognized.
In the XLike project7, the cornerstones for cross-lingual semantic annotation for textual sources were laid.
In xLiMe we deal not only with traditional text documents (such as news articles) but also with social media
posts, audio, and video. Each of these modalities comprises special requirements and demand for individual
solutions. In addition, the xLiMe project also focuses on the cross-lingual aspects of audio and video. The
annotation itself is tackled in work package 3.
The semantic annotation in unstructured media forms a key element for semantic search in xLiMe. Their
timeliness and the available background information provide means for retrieving, aggregating, and ranking
media items. Figure 2 shows an example of the visual output of a cross-lingual semantic annotation tool
that was developed in the context of the XLike project for textual sources.

Figure 2: Example output of NER.
4

http://dbpedia.org/ (access date: 22.10.2014)
http://www.freebase.com/ (access date: 22.10.2014)
6
https://www.wikidata.org/ (access date: 22.10.2014)
7
http://www.xlike.org/ (access date: 22.10.2014)
© xLiMe consortium 2013 - 2016
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Semantic Search

Semantic search goes beyond the textual notions of classic information retrieval. This starts at the frontend
side, where users can formulate complex queries that are rewritten to (SPARQL-like) graph queries (similar
to Facebook’s Graph Search, see Figure 3)8. It continues in the backend where documents are not
represented as bag of words but rather as a graph of interconnected entities. Finally, it goes back to the
user who receives summaries of searched entities in addition to the retrieved documents (similar to
Google’s Knowledge Graph, see Figure 4)9. Due to its structured nature, in contrast to statistic information
retrieval systems, semantic search goes more to the direction of database queries that can be easily
handled. However, challenges of semantic search include adequate ranking and aggregation strategies for
queries (autocompletion), entity summarization, and related documents (in our case media).

Figure 3: Screenshot of Facebook Graph Search (“Friends from Karlsruhe who like Chocolate”).

Figure 4: Screenshot of Google’s Knowledge Graph Summary (Movie: Gone with the Wind).
8

https://www.facebook.com/about/graphsearch (access date: 22.10.2014)
http://googleblog.blogspot.de/2012/05/introducing-knowledge-graph-things-not.html (access date: 22.10.2014)
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xLiMe Semantic Search

The early prototype of the xLiMe Semantic Search engine is of vertical nature. It already involves a number
of key elements that fit together in a way that supports the full search workflow. Currently the prototype
consists of a collection of components.
These are:


Ranked autocompletion for named entities – The autocomplete function is crucial for semantic
search. If entities are recognized and disambiguated before query execution, the search engine
does not have to deal with disambiguation and having a result for each different meaning of a
keyword.



Entity Summaries – For clear disambiguation and a more elaborated user experience during
content browsing, summaries Sof the searched entities make the search result more informative
while enabling further navigation possibilities.



Media retrieval via SPARQL – As denoted in D1.1, full RDF data will be available about media items
such as Television (TV) content, Social Media, as well as News Articles. The triple store described in
D1.2 stores all information and makes media items retrieve-able as they are annotated with entity
URIs from encyclopaedic knowledge sources.

Particular attention is paid in implementing all components for cross-lingual access. As such, we make use
of different language versions of DBpedia. All currently implemented components support the following
DBpedia languages (Statistics from DBpedia 201410):


English, 4.584.616 instances



French, 1.504.453 instances



German, 1.692.634 instances



Spanish, 1.086.296 instances



Italian, 1.128.909 instances



Russian, 1.119.142 instances

In the following, we first provide an overview of the xLiMe early semantic search architecture (Section 3.1),
the language-specific ranking computation (Section 3.2) as well as the implementation details of the
autocomplete (Section 3.3) and entity summarization components (Section 3.4).

3.1

Architecture

The architecture of the early semantic search prototype is depicted in Figure 5. All depicted components
are ready to use. In the following, we will briefly describe each component and provide pointers for further
information (i.e. the later chapters).


Entity autocomplete – This input component forwards short text tokens from the input field to the
lightweight dispatcher and displays the retrieved result (cf. Section 3.3)
Technologies: jQuery, JavaScript, HTML)



Lightweight dispatcher – This system component triggers data store queries for short text
fragments (MySQL with Label Index) and entities in order to retrieve media items (Knowledge
Base). Further details are given in Section 3.3.
Technologies: Java Servlets, Jersey, Tomcat

10

http://wiki.dbpedia.org/Datasets2014/DatasetStatistics (access date: 23.10.2014)
© xLiMe consortium 2013 - 2016
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MySQL with Label Index – This component maintains a label index for fast autocompletion. It
returns results in accordance to the ranking that is generated with respect to a specific language
(cf. Section 3.2 and Section 3.3).
Technologies: MySQL



Knowledge Base with Graph Integration – The knowledge base contains a version of the
encyclopaedic knowledge base DBpedia. Moreover it contains all annotations and media-meta-data
that are produced by the xLiMe annotation services (WP3) and integration (WP6). It is further
integrated with a language-specific ranking index that enables language-centric entity
summarization. Further details are given in Section 3.3 and Section 3.4.



Entity Summarization Service – The service summarizes DBpedia entities in accordance to the precomputed rankings (cf. Section 3.4).



Entity Summary – The output of the Entity Summarization Service (cf. Section 3.4)



Posts/Media Resources – The output of the query: “which posts/media items are related to entity
x”. The query is triggered by the lightweight dispatcher. Further information on data set queries of
this type is given in D1.1 and D1.2.
User Interface

Entity autocomplete

Entity Summary

Backend

Data

Lightweight
dispatcher

MySQL
Label
Index

Entity
Summarization
Service

Posts/Media
Resources

Knowledge Base
Graph
Integration

Language-Specific Entity Rankings

Background data

Input

Output

System Component

Figure 5: Overview of the architecture of the Early Semantic Search Prototype.

At the time of writing, the integration of all the components is ongoing work. However, we would like to
present the prototypes of the already-implemented key components on which the semantic search system
builds on: these include the Language-Specific Entity Rankings (Section 3.2) and the components that rely
on them: the DBpedia Autocomplete function (Section 3.3) and the DBpedia Entity Summarization Service
(Section 3.4).

3.2

Language-Specific Ranking: DBpedia PageRank

The PageRank algorithm [4] has been proven to provide stable and reliable results for ranking Web
resources. On a small scale, this algorithm can also be applied to “Web microcosms” such as the Wikipedia
Page 14 of (22)

© xLiMe consortium 2013 – 2016

Deliverable D5.1.1

xLiMe

encyclopaedia. In the following we will describe how we achieved this goal for multiple language versions
of DBpedia.
3.2.1

Input Data and Pre-Processing

The link structure of Wikipedia is published on the Web and contained various Wikipedia data dumps. At
the time of writing, the cleanest extraction of this link structure is provided by the DBpedia “Wikipedia
Pagelinks” dataset11. Its description states:
Dataset containing internal links between DBpedia instances. The dataset was created from the internal
links between Wikipedia articles. The dataset might be useful for structural analysis, data mining or for
ranking DBpedia instances using Page Rank or similar algorithms.
(Source 11)

The data is available for various language versions of DBpedia and has the following format:
Listing 4: Excerpt of the Wikipedia Pagelinks dataset of the Basque language version of DBpedia (N3
syntax).
<http://eu.dbpedia.org/resource/Astronomia>
<http://dbpedia.org/ontology/wikiPageWikiLink>
<http://eu.dbpedia.org/resource/Greziera> .
<http://eu.dbpedia.org/resource/Astronomia>
<http://dbpedia.org/ontology/wikiPageWikiLink>
<http://eu.dbpedia.org/resource/Argizagi> .
<http://eu.dbpedia.org/resource/Astronomia>
<http://dbpedia.org/ontology/wikiPageWikiLink>
<http://eu.dbpedia.org/resource/Izar> .
<http://eu.dbpedia.org/resource/Astronomia>
<http://dbpedia.org/ontology/wikiPageWikiLink>
<http://eu.dbpedia.org/resource/Planeta> .
<http://eu.dbpedia.org/resource/Astronomia>
<http://dbpedia.org/ontology/wikiPageWikiLink>
<http://eu.dbpedia.org/resource/Kometa> .

Each language dataset contains millions of these triples. In order to reduce the size of the data and to
speed up the processing, we shrink the files by removing the common parts: the prefixes and the link
predicate. Eventually, the dataset would be in the form “Astronomia Argizagi” with the implication that the
page on the left hand side links to the page on the right hand side.
3.2.2

PageRank Computation

We compute the PageRank with the original formula provided in [4]. That is:

In this formula, pages B, C, D... all link to page A. Further L(x) is the count of outgoing links of a page. So if
L(B) is 3, the page B has 3 outgoing links in total. Note that this formula does not provide an actual
11

http://wiki.dbpedia.org/Downloads2014#wikipedia-pagelinks (access date: 23.10.2014)
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probability distribution as the “1-d” part should be divided by the total number of pages. However, as this
would be the same for all computations, for the actual ranking it does not make a difference if division is
done or not. For each language, the PageRank values are computed with the following configuration:


Damping factor: 0.85



Number of iterations: 40



Starting values: 0.1

The PageRank values for each language have already converged after 40 iterations what would make
additional iterations would be futile.
3.2.3

Output

We provide two different formats as output: a file with tab-separated values (TSV) and a Turtle (TTL)
document for each supported language – English, German, Spanish, French, Italian and Russian. The
vocabulary used for modelling the ranking is the vRank12 vocabulary [5]. An example for queries with the
ranks combined with background knowledge is given in Listing 5.
The PageRank scores are individual for each language. The language-specific PageRank scores for DBpedia
entities are available at:
http://people.aifb.kit.edu/ath/#DBpedia_PageRank
These results have already been used in multiple other research applications. To name a few:


http://data.linkeddatafragments.org/



http://dbtrends.aksw.org/



http://www.aifb.kit.edu/web/Inproceedings3419

Listing 5: Example Query and Result for DBpedia PageRank scores.
Query
PREFIX rdf:<http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX vrank:<http://purl.org/voc/vrank#>
PREFIX dbp-ont:<http://dbpedia.org/ontology/>
SELECT ?s ?v WHERE {
?s rdf:type dbp-ont:University.
?s vrank:hasRank/vrank:rankValue ?v.
} ORDER BY DESC(?v) LIMIT 10
Result
dbpedia:Harvard_University
"212.58128"^^xsd:float
dbpedia:University_of_Oxford
156.85255"^^xsd:float
dbpedia:University_of_Cambridge
142.3264"^^xsd:float
dbpedia:Columbia_University
131.66959"^^xsd:float
dbpedia:Yale_University
124.25283"^^xsd:float
dbpedia:Stanford_University
114.76589"^^xsd:float
dbpedia:Massachusetts_Institute_of_Technology
106.72494"^^xsd:float
dbpedia:University_of_California,_Berkeley
106.55238"^^xsd:float
dbpedia:Princeton_University
93.442505"^^xsd:float
dbpedia:University_of_Michigan
92.23989"^^xsd:float

12

http://purl.org/voc/vrank (access date: 23.10.2014)
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Language-Specific DBpedia Autocomplete

Semantic search seeks to improve query results by searching for entities instead of keywords. Hereby one
can leverage the advantages of the entity’s context information. Namely one can use the relatedness of
one entity to specific topics and other entities.
To improve the user interaction we added an autocompletion feature, suggesting the most promising
entities depending on the already typed characters. For the early prototype a MySQL 5.6 database is used
for indexing. In this database, all DBpedia entities are stored along with their corresponding PageRank.
Although there already is a DBpedia Lookup Service13, it is not ready for language specific rankings. Also the
provided output is in many instances not syntactically related to the input token, e.g. for input “Ber” it
provides “Sanstone” as the third hit. As such, the DBpedia Lookup Service does not really provide an
autocomplete function that would be of use for the xLiMe project.
For the showcase (cf. Section 4) we restricted the autocompletion feature to English as it serves for
demonstration purposes. This also can be easily extended to additional languages. One merely has to add
the entities with the PageRank of the different languages to the database and add a language feature to
specify which pagerank value corresponds to which language. Interestingly the ranking of the entities is
language dependent. For example it can be assumed that persons of one country are ranked higher in their
country’s official language compared to other languages. By using this fact we can also use the users’
location and language settings to get a better contextualized ranking of the candidate entities.

3.4

Language-Specific DBpedia Entity Summarization

The autocomplete functionality of the xLiMe Semantic Search prototype (cf. Section 3.3) provides an
improved search interface for resources that contain named entities. In addition to media where they occur
in, also facts are known about entities. However, for many entities the number of known facts is more than
1000. In [6], which is part of this deliverable (cf. Annex A), we introduce the SUMMARUM system which
summarizes entities to a specified number of facts about them. At this point we will provide a short
summary of the main idea of the paper:
SUMMARUM summarizes DBpedia entities and enables to present factual knowledge about them in a
concise form. For this, the system makes use of the language-specific PageRank scores (cf. Section 3.2). In
its current implementation, SUMMARUM ranks facts about an entity by the language-specific PageRank
score of the involved object (or subject). As such, the summary of DBpedia “Barack Obama” is different for
each language. SUMMARUM also introduces a navigation feature that enables to browse Linked Data more
seamlessly.
In Section 5 we will introduce a showcase implementation for English language.
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Showcase: DBpedia Autocomplete for English

Figure 6: Screenshot of the ranked entity candidate list of matching entities for “barac”.

The current prototype version only uses the PageRank of DBpedia’s english part which can easily be
extended in future versions. While we are currently only using the PageRank of the English DBpedia, we
already computed the DBpedia PageRank values for, at which we can easily compute the PageRank for
additional languages.
The user interface is implemented in PHP using the cross-platform JavaScript library jQuery v1.11.1. After
typing three characters (the currently specified minimum number of characters) the jQuery user interface
requests the list of candidate entities in the MySQL database. For selecting the correct entity, the user gets
a ranked list by the entities’ PageRanks, which are matching the already entered characters.
In Figure 6 you can see an example of entering the search term “barac”. The system returns a ranked
candidate list of suggested entities corresponding to the precomputed English DBpedia PageRank. The
highest ranked entity starting with “barac” is unsurprisingly the president of the United States Barack
Obama. Depending on the DBpedia PageRank language version, the candidate entities could be ranked
differently. This showcase is available online at
http://km.aifb.kit.edu/services/xlime-autocomplete/.
The source code is available at:
https://github.com/steffenthoma/dbpedia-autocomplete.

Page 18 of (22)

© xLiMe consortium 2013 – 2016

Deliverable D5.1.1

5

xLiMe

Showcase: DBpedia Entity Summarization for English

Figure 7: Screenshot of the summarized DBpedia Entity “Barack Obama”.

A showcase implementation of the SUMMARUM system is available at:
http://km.aifb.kit.edu/services/summa/
The deployment is focused on the English DBpedia and uses the English language PageRank scores. It
requires two parameters: the DBpedia entity and a maximum number of facts (k). The system comes with a
user interface as well with an API. This enables other user interfaces to display (part of) the information
returned by SUMMARUM. At the time of writing, the API is already used by an external Web application:
DBpedia Widgets14. Figure 7 depicts the user interface of the service. Clicking on the linked entities will
show their summaries (with the same k). A click on the plus lens (+) at the right hand side will trigger a
query where the summaries will contain the combination of the predicate and the subject/object. As such,
clicking on the plus next to “birthplace United States” will show all incoming as well as outgoing relations of
“United States” with the predicate “birthplace” (as a matter of fact, there are only incoming connections in
this case as the “United States” doesn’t have a own birth place). This feature is useful when browsing
hierarchies (e.g. the predicate “order” that is used for biological classification). An example API call is
provided by Listing 6.

Listing 6: Example API call to SUMMARUM.
curl -i -d "[ a <http://purl.org/voc/summa/Summary> ; \
<http://purl.org/voc/summa/entity> \
<http://dbpedia.org/resource/Milan> ; \
<http://purl.org/voc/summa/topK> '5'; \
<http://purl.org/voc/summa/maxHops> '1'; \
<http://purl.org/voc/summa/language> 'en'; \
<http://purl.org/voc/summa/fixedProperty> \
<http://dbpedia.org/ontology/birthPlace>; \
<http://purl.org/voc/summa/fixedProperty> \
<http://dbpedia.org/ontology/deathPlace> ] ." \
-H "content-type: text/turtle" -H "accept: text/turtle"
http://km.aifb.kit.edu/summa/summarum

14

http://jcruz2us.github.io/dbpedia-widgets/build/index.html#/ (access date: 22.10.2014)
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Conclusion and Outlook

We presented the early semantic search prototype. We introduced a dataset that includes languagespecific PageRank computations on the DBpedia dataset. It is used by two of the core system components
of our semantic search module: the language-specific DBpedia autocompletion feature and the languagespecific DBpedia entity summarization feature. We presented two show cases that demonstrate the
applicability of the components.
For the final prototype (D5.1.2) we plan extend the autocompletion feature in order to support multiple
entities. Further, the media ranking will be implemented in accordance to specific language queries. The
entity summarization feature will be extended in order to enable focus on timeliness aspects.
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Browsing DBpedia Entities with Summaries
Andreas Thalhammer and Achim Rettinger
AIFB, Karlsruhe Institute of Technology
{thalhammer, rettinger}@kit.edu
Abstract. The term “Linked Data” describes online-retrievable formal
descriptions of entities and their links to each other. Machines and humans alike can retrieve these descriptions and discover information about
links to other entities. However, for human users it becomes difficult to
browse descriptions of single entities because, in many cases, they are
referenced in more than a thousand statements.
In this demo paper we present summarum, a system that ranks triples
and enables entity summaries for improved navigation within Linked
Data. In its current implementation, the system focuses on DBpedia
with the summaries being based on the PageRank scores of the involved
entities.
Keywords: entity summarization, DBpedia, linked data, statement ranking

1

Introduction

The goal of the Linked Data movement is to enrich the Web with structured
data. While the formal nature of these knowledge descriptions targets machines
as immediate consumers, the final product is typically consumed by humans.
Examples like Wikipedia Infoboxes show that, in many cases, next to textual
descriptions users also want to browse structured data in order to get a quick
overview about common or main facts of a data object. However, state-of-the-art
interfaces like the one of DBpedia deliver all known facts about an entity in a
single Web page. Often, the first thing users see when browsing a DBpedia entity
are the values of dbpedia-owl:abstract in ten different languages. As a first
attempt to overcome this issue, we introduce summarum, a system that ranks
triples in accordance to popularity and enables entity summaries for improved
navigation within Linked Data. In its current implementation, the system focuses
on DBpedia with the summaries being based on the PageRank scores of the
involved entities. We also adopted navigation elements from Semantic MediaWiki
[3] in order to enable more flexible browsing.
The system is available at http://km.aifb.kit.edu/services/summa/.

2

Related Work

The field of browsing Linked Data entities has already been explored thoroughly.
For the sake of conciseness, we focus on the most related and/or recent work in
this field.

Recent efforts for producing user-friendly interfaces for Linked Data entities
include the new DBpedia interface (currently available via DBpedia Live)1 and
Magnus Manske’s Reasonator tool2 which is based on Wikidata.3 In the new
DBpedia interface, all property-value pairs are ordered in the traditional DBpedia fashion, with values sorted alphabetically in accordance to their labels.
In the Reasonator tool, the listings of statements do not seem to implement a
particular order.
Similar tools are aemoo [4] and LODPeas [2]. aemoo focuses on schema information: of which class is an entity and to which other classes does the currently
browsed entity relate. Further interaction with the related classes enables to detect additional entities of the respective type which can be browsed. LODPeas
enables to browse further entites that are related to the currently browsed entity. The system makes use of a “concurrence index” which enables to suggest
entities that share common property-value pairs. Both systems are focused on
presenting entities that are not necessarily directly attached to the currently
browsed entity.
Semantic MediaWiki [3] offers search by property-value pairs4 , e.g. by specifying [[Born In::Hawaii]]. We adopt this scheme in order to enable users to
discover entities which share a specific attribute with the currently browsed one.
Thus, browsing dbpedia:Barack Obama, it is possible to discover who else was
born in dbpedia:Hawaii.
The three major search engines, Google, Yahoo, and Bing also offer summaries
of entities. Bing and Google also retrieve lists of entities that are focused on a
property-value pairs, e.g. “movies directed by Quentin Tarantino”. However,
this seems to work only in specific domains as querying for “people born in
Hawaii” does not result in a list of entities.

3

DBpedia PageRank

For our popularity-based approach, we computed the PageRank [1] scores for
each DBpedia entity. As a basis for this, we used DBpedia’s Wikipedia Pagelinks
(en)5 dataset. This dataset contains triples of the form “Wikipedia page A links
to Wikipedia page B”. We only use these untyped links, i.e. do not make use of
typed links (e.g., dbpedia-owl:birthplace) for computation and thus, the computed scores reflect the PageRank of the associated Wikipedia pages. However,
we call the dataset “DBpedia PageRank” as the link extraction is performed by
the DBpedia framework and the resources are identified with DBpedia URIs.
For the computation of PageRank we used the original formula as described
in [1] with a damping factor of 0.85. The number of iterations was set to 40
1
2
3
4
5

http://live.dbpedia.org/
http://tools.wmflabs.org/reasonator/
http://wikidata.org
http://semantic-mediawiki.org/wiki/Help:Semantic_search
Wikipedia
Pagelinks
(en)
–
http://wiki.dbpedia.org/Downloads39#
wikipedia-pagelinks

while the score changes from 20 iterations onwards were marginal and thus,
suggest convergence. We publish the computed PageRank scores for the English
language DBpedia versions 3.8 and 3.9 at http://people.aifb.kit.edu/ath/
#DBpedia_PageRank. The dataset is available in tab-separated values and also
in Turtle format. For the Turtle representation we used the vRank vocabulary6
[5].

4

Implementation

The summarum system is implemented as a Web Service which accepts three
query parameters as input:
entity* the URI of a DBpedia entity that the user wants to browse.
k* the maximum number of statements the user wants to retrieve about the
entity.
predicate the URI of a DBpedia predicate. If this parameter is present, the
system focuses on statements that involve the given entity in combination
with the given predicate.
The parameters marked with the star symbol (*) are mandatory. The predicate
parameter is optional. As an example, it can be used to retrieve a ranked list
of statements with dbpedia-owl:birthPlace as a predicate combined with the
entity dbpedia:Hawaii.
The system currently focuses on statements that involve two DBpedia entities7 and, as such, does not consider statements with literal values, classes, or
external resources. For each entity we use its incoming and outgoing typed links.
Thus, the result is a mix of statements where the summarized entity is either
in the subject or object position. This also includes results of queries where the
predicate parameter was given. For example, using dbpedia-owl:order in combination with dbpedia:Apodiformes will retrieve statements where the entity
is in the subject or object position of dbpedia-owl:order.
The decision on whether to include a statement in the top-k summary or
not depends on the rank position. The score of a statement is the sum of the
PageRank scores of the subject and the object. It has to be noted that, with the
focus on a specific entity, its own score is not needed for the ranking and appears
superfluous as the entity’s score influences each ranked statement equally. In fact,
we add the score for reasons of consistency as we publish each statement’s score in
the Turtle output of the service. Using only the subject’s (resp. object’s) score
for ranking the statement would produce the same ranking but two different
versions of the statement’s score depending on whether the subject or the object
is currently in focus.
In many cases, there are more than one statement with the same subjectobject pair. Often, this is due to the distinction between DBpedia “property”
6
7

vRank – http://purl.org/voc/vrank
All DBpedia resources with the prefix http://dbpedia.org/resource.

Fig. 1: HTML summary of dbpedia:Barack Obama (left) and the ranked list of
statements with dbpedia-owl:birthPlace and dbpedia:Hawaii (right).

and “ontology” predicates. For these cases, we apply a simple heuristic to decide
which statement we present: First, we prefer statements with the entity in the
subject role over those with the entity in the object role. Second, we prefer the
DBpedia “ontology” over “property” predicates. In all other cases, we select the
first statement with the respective subject-object pair.
The summarum system supports two types of output via content negotiation:
HTML (text/html) and Turtle (text/turtle).
The HTML version is intended for human consumption and thus, includes
only a list of ranked statements without scores. The option for browsing entities in combination with predicates resembles the search interface of Semantic
MediaWiki. Figure 1 shows two screenshots of the HTML interface.
The Turtle version can be used by machines for further processing or different
interfaces and also includes the scores of the statements. For the representation,
we use reification of statements in combination with the vRank vocabulary [5].
An example for the output is given in Listing 1.8

5

Conclusion and Future Work

Our work adds popularity-based entity summaries to known Linked Data browsing interfaces in order to enhance user experience. We show a live demonstration
online and also provide machine-readable output for further reuse of the rankings.
In future versions of summarum we would like to address the following
points:
Predicates In our next major release we plan to focus on the predicate component of the triple.
8

Query:
http://km.aifb.kit.edu/services/summa/summarum?entity=http:
//dbpedia.org/resource/Hawaii&predicate=http://dbpedia.org/ontology/
birthPlace&k=1

Listing 1: Example result in Turtle (the namespaces are omitted).
1
2
3
4
5

[ rdf : type rdf : Statement ;
rdf : subject < http :// dbpedia . org / resource / Barack_Obama > ;
rdf : predicate < http :// dbpedia . org / ontology / birthPlace > ;
rdf : object < http :// dbpedia . org / resource / Hawaii > ;
vrank : hasRank [ vrank : rankValue " 291.5535 " ^^ xsd : float ] ] .

Literal values We plan to include literal values as descriptors of the entities.
The selection of these values is planned to be based on predicate-statistics
about the entity’s RDF-type.
i18n and time One of our further contributions will be the exploitation and
combination of browsing context for region, language, and timeline-focused
summaries.
Data sources We are investigating on how to extend the summarization engine
with further data sources such as Freebase and Wikidata.
Visualization and media The HTML output of the system is currently very
basic. We plan to put significant effort into the design of a more appealing
show case.
Evaluation We plan to extend our previous efforts [6] in designing evaluation
scenarios for entity summarization.
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